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Abstract

How do productivity dynamics affect optimal taxation? This paper investigates this question
theoretically and quantitatively by introducing Increasing Returns to Scale (IRS) and heterogeneous
spending patterns (non-homothetic preferences) into the canonical tax problem of Mirrlees (1971).
In this environment, any change in tax policy induces a change in labor supply, hence a change
in market size, which translates endogenously into a change in productivity; this productivity
response affects consumer prices and sets off another round of labor supply changes, market size
changes, productivity changes, further labor supply changes, and so on. We show theoretically
how to characterize these general equilibrium effects and we quantify their importance for the
optimal tax schedule. The calibrated model matches empirical evidence on IRS as well as the tax
schedule, earnings distribution and spending patterns observed in the United States. We establish
three main results: (1) the optimal average tax rate is substantially lower on average, falling from
about 45% under Constant Return to Scale (CRS) to about 35% with IRS (because IRS increase
the efficiency cost of taxation); (2) with IRS and homothetic utility, optimal marginal tax rates are
much less progressive than under CRS, and they become regressive above the 65th percentile of
the income distribution (because IRS increase the efficiency cost of taxation relatively more for the
rich); (3) with IRS and non-homothetic utility, optimal marginal tax rates become more progressive
(intuitively, the planner internalizes that the productivity increase that could result from a tax break
to the rich has low social value if the rich spend their marginal dollar on products that the poor do
not consume much of). These findings indicate the importance of endogenous productivity and
non-homotheticities for optimal taxation.
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1 Introduction

How do productivity dynamics affect optimal taxation? Productivity in a market is known to be
responsive to the level of consumer demand: markets with larger demand tend to have higher
productivity due to various channels. For instance, higher demand increases the incentives to enter
a market, to innovate and to compete, which leads to lower marginal cost, lower markups, and
lower (quality-adjusted) consumer prices. These channels have been documented in a long-standing
theoretical literature (e.g., Romer (1990), Aghion and Howitt (1992), Melitz (2003)) and in a more
recent empirical literature (e.g., Costinot, Donaldson, Kyle, and Williams (2016), Faber and Fally
(2017), Jaravel (2016)).

Through their impact on demand (a “market size externality”), taxes on earnings and/or consumption
may have important induced effects on productivity. On the one hand, when productivity is endogenous
to market size, the efficiency cost of taxation may increase. Higher taxes reduce demand and hence the
size of the market in equilibrium, which can lead to lower productivity and lower welfare. On the other
hand, redistributive taxes have a direct impact on the relative size of different product markets, because
consumption patterns change with income (e.g., Engel 1857). Redistributive taxation may therefore
affect the relative productivity levels of different markets, which can have distributional consequences
across consumers. Thus, demand effects and endogenous productivity can in principle interact with
both the efficiency and equity motives of optimal taxation. Despite the potential importance of these
effects, little is known about how to characterize them analytically or how to estimate their magnitudes
quantitatively. This paper proposes a tractable analytical and quantitative framework to incorporate
demand-driven productivity changes in the design of optimal income and commodity taxation.

The first part of the paper develops the theoretical analysis. The model attempts to stay as close as
possible to the canonical model of Mirrlees (1971), introducing three key ingredients to study taxation
with demand-driven productivity: agents have heterogeneous preferences, there are multiple industries,
firms enter each of the industries until a zero-profit condition holds. To maximize (utilitarian) social
welfare, the social planner has access to a full set of commodity taxes and can tax income z non-
linearly through the tax schedule T(z). A potential challenge to solve the planner’s problem in this
environment is that any change in taxes induces a change in labor supply, hence a change in market
size, which translates endogenously into a change in productivity; this productivity response affects
consumer prices and sets off another round of labor supply changes, market size changes, productivity
changes, further labor supply changes, and so on.

We establish six main theoretical results. Proposition 1 shows that the indirect effects of taxation
(through induced price responses) can be summarized as the fiscal cost of a certain “compensation”. We
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then build on this result to solve for optimal commodity and income taxes. Proposition 2 characterizes
optimal commodity taxes: at the optimum, the consumption tax is used to make agents internalize the
social benefit of consuming relatively more of a given product. The optimal commodity taxes can be
set by considering only their effects on government revenue. Turning to income taxation, Proposition
3 characterizes the total cost of transferring one dollar of disposable income to an agent at income z
(accounting for all induced productivity responses). Proposition 4 provides a formula for the optimal
income tax schedule, showing that increasing returns to scale imply lower average marginal tax rates at
the optimum. Proposition 5 characterizes more specifically the interaction between increasing returns
to scale and the (non-linear) tax schedule. This proposition establishes that increasing returns to scale
change the shape of the optimal tax schedule: higher increasing returns to scale not only decrease the
average maginal tax, they also make the schedule of marginal tax rates flatter (i.e., less progressive). In
all propositions, the degree of increasing returns to scale (IRS), measured as the elasticity of consumer
prices to a change in market size, is the relevant sufficient statistic to account for demand-driven
productivity changes.

Proposition 6 sheds lights on the impact of non-homotheticities. Doing so is difficult using the
standard perturbation approach (which underpins our Propositions 1 to 5) because the effect of non-
homotheticities appears implicitly, through the endogenous marginal utility of consumption for agents
across the income distribution. To better characterize how non-homotheticities affect redistribution
motives, we show how to derive the response of the optimal tax schedule to a local changes in the
underlying structural parameters of the problem . This comparative statics approach, which to the best
of our knowledge is novel, may prove useful in other contexts.

In the second part of the paper, we solve for optimal taxes using a quantitative model based on the
theory developed in the first part of the paper. We start with a perturbation approach, which quantifies
how the calibrated increasing returns to scale and non-homotheticities affect the costs and benefits
of transferring a dollar of disposable income across income groups (starting from the observed tax
schedule). We then solve for the optimal tax schedule in the mechanism design problem and discuss
the quantitative importance of the various economic forces that were characterized theoretically. We
use a range of data sources (discussed in Section 2) to fit the parameters of the model, such that it is
consistent with observed earnings, spending patterns and taxes in the United States. We set the degree
of increasing returns to scale to match the available empirical evidence (from both quasi-experiments,
as in Costinot, Donaldson, Kyle, and Williams (2016) and Jaravel (2016), and structural models, as in
Faber and Fally (2017)).

The quantitative analysis generate three insights. First, we examine the efficiency cost of income
taxation around the observed U.S. tax schedule. The calibrated increasing returns to scale lead to an
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increase in the efficiency cost of income taxation of about 30% on average; this increase is twice larger
for high-income households, relative to low-income households.1 Second, we compute the optimal tax
schedule with increasing returns to scale and homothetic utility. We find that (a) the optimal average
tax rate is substantially lower on average, falling from about 45% under CRS to about 35% with IRS;
(b) the optimal tax schedule becomes significantly less progressive. Strikingly, with IRS the optimal
tax schedule becomes regressive above the 65th percentile of the income distribution. Furthermore,
the marginal tax rate at the 90th percentile is only 12.6% larger than at the 10th percentile under IRS,
compared to 17.8% with CRS.

Third and finally, we compute the optimal tax schedule with increasing returns to scale and
homothetic utility. We find that (a) under nonhomotheticities IRS still imply a fall in the optimum
average tax, but (b) the tax schedule remains progressive. For strong enough nonhomotheticity
specifications (which approximately match the degree of non-homotheticities observed in the
Consumer Expenditure Survey), the tax schedule becomes more progressive than in the benchmark
homothetic CRS specification. The marginal tax rate at the 90th percentile is now 28.6% larger than
at the 10th percentile with non-homotheticities, compared with 12.6% with IRS and homotheticities
and 17.8% under CRS and homotheticities. Intuitively, non-homotheticities can alter the the equity
effects of taxation in a quantitatively important way, because consumers’ consumption baskets differ
substantially across the income distribution.2

This analysis builds on and contributes to several strands of literature. First, a growing literature
seeks to characterize the impact of taxes on productivity (e.g., Jones (2019) and Bell, Chetty, Jaravel,
Petkova, and Reenen (2017)). This literature has focused on direct supply effects, examining how tax
changes may or may not affect inventors’ or entrepreneurs’ incentives to engage in R&D and increase
productivity. A limitation of this approach, from the perspective of optimal income and commodity
taxation, is that there may exist distinct policy tools, such that the R&D tax credits, which may be
sufficient to affect inventors’ and entrepreneurs’ incentives appropriately (effectively leaving the optimal
tax problem unchanged). In contrast, we study productivity effects that are induced by changes in
demand and which inherently interact with the income tax schedule.3 Second, a large optimal tax
literature investigates how optimal taxation changes in the presence of general equilibrium effects (e.g.,
Lockwood, Nathanson, and Weyl (2017), Sachs, Tsyvinski, and Werquin (2016), Stantcheva (2017),

1Intuitively, increasing returns to scale amplify the cost of the labor supply response to taxation. This is particularly
costly for high-income households, because of the underlying shape of the income distribution. See Section 2 for a complete
discussion.

2A calibration based on 650 product categories in the Consumer Expenditure Survey indicate that households near the
bottom of the income distribution value demand externality (i.e., the induced price effects) from the transfer to the low-
income household over twice as much as a transfer to the high-income household. See Section 2 for a complete discussion.

3See Section 1 for a complete discussion.
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Scheuer and Werning (2017), Costinot and Werning (2018)).
The remainder ot his paper is organized as follows. Section 2 sets up the model and presents the

main theoretical results. Section 3 lays out the quantitative framework and solve for optimal taxes with
demand-led productivity and non-homotheticities. Section 4 concludes.

2 Theory

In this section we first present the economy and the tax instruments available to the planner. We then
describe in more details the demand side of the problem, and explain how compensating agents for price
changes through the income tax makes the problem tractable. We then explain the role of commodity
taxes and describe the fiscal costs of taxation. This will gives us the tools to derive the optimal tax
schedule using the standard perturbation approach. The standard formula is however misleading, and
we show, in closed form, precisely how demand driven productivity interacts with the redistributive
motive: we derive a first comparative static formula describing how the tax schedule changes when
markets become more responsive to changes in demand, in the case where preferences are homothetic.
Finally, we derive novel comparative statics formula that will enable us to precisely understand the role
of non homothetic preferences.

2.1 Model

The model is static, and there are two types of agents: households and firms. Each firm belongs to an
industry, and produces a single differentiated product variety. The number of industries is exogenous
and equal to n.

Households.

Households are heterogeneous and indexed by their type θ. The distribution of types in the economy is
denoted by π(θ). Households maximize their consumption and labor supply:

u(c1, ..., cn, z, θ)

where ck represents composite consumption of varieties from sector k. We consider aggregators that are
identical across agents, symmetric across varieties ck(i), homogeneous of degree one and that display
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no love of variety: ck({ck(i)}0≤i≤n) = nq when ck(i) = q for all i. For example:

ck =

(
N−1/εk(N)

∫ N

0
ck(i)

εk(N)−1
εk(N)

) εk(N)

εk(N)−1

Firms.

On the firm side, to capture the idea that when demand in a sector increases, new varieties of the good
are introduced which potentially lower prices in the sector through competition, we consider following
class of entry models.

In each sector k, there are Nk identical firms producing varieties of the goods. To produce a quantity
q, a firm in sector k uses ψk(q) unit of labor. Consumers have symmetric preferences for the different
varieties so that in equilibrium, the prices of the equivalent varieties are equal and every firm produces
the same quantity Ck/Nk.

In sector k, the price of the good is given by pk = (1 + µk(Nk))ψ
′
k(

Ck
Nk
) with ψ′k the common

marginal cost, 1+µk(Nk) the markup in the market for good k and Ck the aggregated quantity produced.
The markup depends on the number of firms, which enable us to capture the competitive effect of firm
entering the market. For example in the case of monopolistic firms and with the CRS aggregator above,
the markup will be given by 1 + µk(Nk) =

εk(N)
εk(N)−1

Firms pay a fixed labor cost to enter the market and make zero profit. The number of firms entering
the market when the aggregate quantity produced is Ck is given by the following implicit relation:

(1 + µk(Nk))ψ
′
i

(
Ck
Nk

)
Ck
Nk
− ψk

(
Ck
Nk

)
= ξk

From the entry condition, we can define Nk(Ck) the number of firm in the market when the
aggregate quantity produced is Ck and from the pricing condition, we can define pk as a function of
Ck: pk = φ(Ck) with φ(Ck) = (1 + µk(Nk(Ck)))ψ

′
k(

Ck
Nk(Ck)

). We denote by m̃k = dln(φk)
dlnC the price

elasticity with respect to the size of the market.

The social planner has access to a full set of commodity taxes {t1, ..., tn} and can tax income z non
linearly through the tax schedule T(z). Given a set of production prices {p1, ..., pn}, we can derive from
the consumer problem an aggregate demand function for k Ck((1 + t1)p1, ..., (1 + tn)pn, {T(z)}z≥0)

and an equilibrium is defined as the fixed point pk = φk(Ck((1 + t1)p1, ..., (1 + tn)pn, {T(z)}z≥0)
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for 1 ≤ k ≤ n.

In the current form, the planner can control the aggregate quantity produced through the commodity
taxes and the tax schedule, but not the number of firms in each sector. If the planner has the instruments
to control the number of firms, we can alternatively define implicitely No

k (Ck) = argmaxN(Nψk(C/
N) + Nξk) and similarly define the price function φo(Ck) = (1 + µk(No

k (Ck)))ψ
′
k(

Ck
No

k (Ck)
). As such,

our problem of finding the optimal set of income and commodity taxes given φ can either be seen as a
constrained optimum problem when the planner cannot control the supply side or as the second stage of
the optimum problem given the corrections of the supply side.

2.2 Demand Side

In this section, we first present additional assumptions on the demand system as well as the implied
responses of labor and consumption to changes in the tax schedule and commodities prices, so that
we can introduce some useful notation. We then show that compensating households for the change
in prices induced by a change in income or commodity taxes also cancels the behavioral responses, in
terms of labor supply, to the same price response. The externality generated by the indirect change in
prices can therefore be simply expressed in terms of the fiscal cost of the compensation.

2.2.1 Demand System and Behavioral Responses

In our benchmark specification, we consider the Atkinson-Stiglitz case of a utility function separable
in consumption and labor supply with homogeneous preferences for consumption goods. Namely, we
have u(c1, ..., cn, z, θ) = u(g(c1, ..., cn), z, θ). As is well known, all change in prices can then be
compensated for by an appropriate change in the income tax schedule and all the redistribution will be
done through the income tax, which clarifies the analysis. For completeness, we will present the case
with heterogeneous preferences for consumption in the extension section.

This specification allows us to simply express the consumption and labor supply responses to change
in prices and income taxes. We start with the labor supply response by using a result of Saez (2002).
Let us denote by qi = (1 + ti)pi the prices faced by the consumer, where ti is the tax on commodity i.
Saez (2002) shows that for an infinitesimal change in commodity prices {dqi}1≤i≤n, the change in labor
supply of an agent of type θ earning pre tax income z is the same as the one generated by a change in the
tax schedule dT = c(q1, .., qn, 1− τ(z), R(z), θ) · dq, where ci(q1, .., qn, 1− τ, R, θ) is the Marshalian
demand for good i at wage 1− τ(z) = 1− T′(z) and income R(z) = z− T(z)− z(1− T′(z). The
result is intuitive: this modification of the tax schedule compensates the agent for the change in prices
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given her consumption basket at her current income level but also compensates her for the change in
prices that she would face given her optimal consumption choices at higher or lower income level.
Given that her current labor supply was optimal before the price change, it remains optimal after the
price change and the non linear compensation. In the Atkinson-Stiglitz case, Marshalian demand can be
rewritten ci(q1, .., qn, 1− τ, R, θ) = ci(q1, .., qn, z∗) with z∗ = z− T(z). Indeed since preferences for
goods are homogeneous, demand for good i does not depend directly on the type θ and since preferences
are separable, demand depends on labor supply only through available income. Denoting ei = qici, the
expenditure of good i and considering logarithmic changes in prices dpi, we can then express the change
in labor supply at θ as:

dz = zζz

{
−dT′

1− T′
−∑

∂ei

∂z∗

(
dpi +

dti

1 + ti

)}
+ ηz

{
−dT(z)−∑ ei

(
dpi +

dti

1 + ti

)}
Where we denote ζz = (1 + z ˜ζzT′′/(1− T′))−1ζ̃z with ζ̃z the standard wage elasticity at wage

1 − τ and income R, and ηz = (1 + zζ̃zT′′/(1 − T′))−1η̃z with η̃z the standard income effect at
the same wage and income. And as usual the correction (1 + z ˜ζzT′′/(1− T′))−1 simply takes into
account the non linearity of the income tax schedule.

Note that if we consider instead of the perturbation dT, the change in the tax schedule
dT − ∑ ei(q, z − T(z))(dpi +

dti
1+ti

), we would cancel the effects of price changes on labor
supply for all agents. We will use the fact repeatedly in the remaining of the paper.

The change in demand for good i can then be simply expressed using the standard decomposition
between price and income effects:

dci = ∑ qj
∂ch

i
∂qj

(
dpj +

dtj

1 + tj

)
+

∂ci

∂z∗

(
−dT−∑−ej

(
dpj +

dtj

1 + tj

)
+ (1− T′)dz

)

Where ch
i is the Hicksian demand, so that the first term summarize the substitution effects and the

second the income effects, given our separability assumption, the change in wage −dT′ only affects
consumption through an income effect.

Summing the above equations we obtain the vector of changes in aggregate demand for goods:
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dC = (S + I)(dp +
dt

1 + t
)−Ez

(
∂c
∂z∗

(
dT(1 + (1− T′)ηz) + zζzdT′

))

The matrix S summarizes the substitution effects, with Sij = Ez(qj
∂ch

i
∂qj

) while the matrix I

summarizes the income effects with Iij = −Ez(
∂ch

i
∂z∗ ((ej(1 + (1− T′)ηz) + (1− T′)∂z∗ej)

2.2.2 Compensation

Accounting for the effects of price changes might seem forbidding: transferring income to an agent
generates a price change which affects the welfare of all agents but also their labor supply and
consumption generating in turn an additional price change and so on. Fortunately, with Atkinson-
Stiglitz preferences, the externalities in terms of welfare and fiscal cost generated by the labor supply
response to price changes can be simply encapsulated by the fiscal cost of compensating for the welfare
externality of the price change.

Given the supply side, a change dC in demand generates a change dp in price with dp = ∆mdC
where ∆m is a diagonal matrix with elements mi = m̃i/Ci and m̃i is the elasticity of the price of good i
with respect to the size of its market.

Consider an arbitrary change in the tax schedule dT. Due to the supply side response, this change
in taxes has an additional welfare impact on agents earning income z given by −v′e(z) · dp where v′

is the marginal utility of an additional dollar and dp is the total price change generated by the change
in the tax schedule. In addition the price response generates a fiscal externality in terms of revenue
from the income tax given by −Ez (T′ (zζz∂z∗e(z) + ηze(z)) · dp), given that the change in prices
induces the labor supply response described above. Finally it generates a fiscal externality in terms of
the revenue from the commodity tax tp · dC + tpC · dp.

How do we then compensate agents for the pecuniary externality created by the change in
redistribution policy? The compensation cannot simply be dTc = −e(z) · dp because this
compensation would itself create an additional price change and therefore an additional change in
welfare. So the compensation scheme that we are looking for is such that dTc− e(z) ·dpc = −e(z) ·dp
so that the change in the tax schedule and the price change generated by this modification of the tax
schedule exactly compensates all agents for the initial pecuniary externality. To design such a
compensation scheme, let us consider the price change created by our initial change in the tax schedule.
Denoting dzT = zζz(−dT′/(1− T))− ηzdT, the direct labor supply response to the change in taxes,
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the vector of prices, given the supply side, solves the following system:

dp = ∆mSdp− ∆mE
(
∂z∗c

{
dT− (1− T′)dzT + (e(1 + (1− T′)ηz) + (1− T′)zζz∂z∗e) · dp

})
(2.1)

We can decompose this price change between a direct price change and an indirect price change as
follows:

dpd = −(Id− ∆mS)−1∆mE
(
∂z∗c

{
dT− (1− T′)dzT

})
dpi = −(Id− ∆mS)−1∆mE

(
∂z∗c

{
(e(1 + (1− T′)ηz) + (1− T′)zζz∂z∗e) · (dpd + dpi)

})

The direct price change is the one that would be generated if prices did not change labor supply while
the indirect price change is the one further induced when the households modify their labor supply. Now
consider the compensation scheme dTc(z) = e(z) · dpd: as in 2.1, the price change dpc induced by
the compensation scheme solves:

dpc = ∆mSdpc−∆mE
(
∂z∗c

{
dTc − (1− T′)dzTc + (e(1 + (1− T′)ηz) + (1− T′)zζz∂z∗e) · dpc})

Which can then be directly rewritten, given our dTc as:

dpc = ∆mSdpc − ∆mE
(

∂z∗c
{
(e(1 + (1− T′)ηz) + (1− T′)zζz∂z∗e) · (dpd + dpc)

})
So that we have that dpc = dpi and dTc − e(z) · dpc = −e(z) · (dpd + dpc) = −e(z) · dp.

Therefore to correct for the total welfare impact of the pecuniary externality, we only have to compensate
agents for the direct price change. From this, we can also directly see that the total labor supply
response to the compensation scheme is exactly the one generated by the price change dp. Therefore,
compensating agents for the pecuniary externality also cancels the fiscal externality in terms of the
income tax revenue. We summarize these observations in the following proposition.

Proposition 1. The welfare effects of the commodity price changes generated by a change in the income
tax schedule dT can be compensated for by a change in the tax schedule dTc(z) = e(z) · dpd. The
change in prices generated by the total tax change dT− dTc is dpd, it corrects the welfare and labor
supply impact of price changes so that the change in government revenue for the tax change net of the
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compensation is given by:

Ez

(
dT− T′

(
zζz

dT′

1− T′
+ ηzdT

))
−∑ piCi(1− ti/m̃i)dpd

i

Similarly, compensating agents for the price change induced by a change in commodity taxes dt,
requires a change in the income tax schedule dTc(z) = e(z) · (dpd + dt/(1 + t) where dpd is now
given by:

dpd = ∆m(Id− S∆m)
−1S dt

1 + t

The tax change dt in combination with the compensation−dTc(z) has no welfare impact, generates no
change in labor supply and a change in price given by dpd.

Importantly, thanks to Proposition 1, we can summarize the indirect effects – through price responses
– of a change in taxes by the fiscal cost of the compensation.

2.3 Commodity Taxation

We now derive the optimal commodity taxes. As the total change in consummer prices can be
completely compensated for by a change in the income tax schedule, the optimal commodity taxes
can be derived without specifying the social welfare function. Since the redistributive effects of the
commodity taxes can be achieved with the income tax, the commodity taxes are used for corrective
purposes and are set to maximize government revenue.

Consider a change in commodity tax dt and the corresponding compensation scheme defined in
Proposition 1: dTc = −e(z) · (dpd + dt/(1 + t)). Neither welfare nor labor supply are affected and
the change in government revenue is given by:

∑(
dti

1 + ti
+ dpi

ti

1 + ti
+

dCi

Ci

ti

1 + ti
)Ei −∑(dpi +

dti

1 + ti
)Ei = 0

The first term is the change in revenue levied through the commodity tax and the second term, the
fiscal cost of the compensation. This expression can be rewritten:

∑ pi(ti − m̃i)dCi = 0
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Where as seen in Proposition 1, dC is given by:

dC = (Id− S∆m)
−1S dt

1 + t

Defining by Rp = {p1(t1 − m̃1), ..., pn(tn − m̃n)} the vector summarizing the effects on revenue
of an indirect change in prices, we have in matrix form that the set of optimal commodity taxes satisfies
for all vector of tax change dt:

R′p(Id− S∆m)
−1S dt

1 + t
= 0

⇐⇒ R′p(Id− S∆m)
−1S = 0

The restrictions that these conditions impose relies critically on the rank of S . For example with
leontief utility functions the substitution matrix is identically 0 and the condition leaves the taxes
on consumption completely free so that they can be set to 0 at the optimum. For a generic utility
function the rank of S is n − 1 and the kernel of ((Id − (S + C)∆m)−1S)′ is {pi(1 + ti)}i so that
we necessarily have at the optimum vi = αpi(1 + ti). We can moreover choose α so that there is no
revenue collected from the consumption taxes and all redistribution is done through the income tax: the
consumption tax is purely corrective.

Proposition 2. The commodity taxes are optimally set at ti =
α

1−α +
m̃i

1−α where m̃i is the price elasticity
with respect to a change in demand for good i, and α = −∑ m̃i piCi

∑ piCi
so that ∑ ti piCi = 0, and no revenue

is collected from the commodity tax.

We choose to set the commodity taxes so that no revenue is collected for two reasons. First the
commodity taxes are on average zero, if it was not the case, the set of consumer prices would be on
average higher than the set of production prices which is an implicit income tax. Second if the revenue
was not zero, some of the income tax would be used to levied funds to subsidize the commodity
taxes and would therefore interact in a non trivial way with redistribution purposes. This specification
allows to more cleanly separate the two. Note that if the elasticities m̃i are identical across sectors, the
commodity taxes will be set to zero.

The consumption tax is only used to make agents internalize the social benefit of consuming
relatively more of a good: this is the case because the production prices reflect the average costs of
production rather than the marginal effective costs, so that agents do not internalize the efficiency gains
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of increasing their consumption. Interestingly, the commodity taxes can be set by only considering their
effects on government revenue and not the detail of the production side: for example by decreasing
the tax on a good that was initially untaxed, demand for this good will increase, if the price decreases,
and that the social planner can collect revenue from the operation after compensating the agents for
the change in prices, this additional revenue can be used to increase social welfare and subsidizing the
good leads to a Pareto improvement.

2.4 Costs of Transfers

As explained above, transferring funds to an agent will generate a change in prices that will impact both
the welfare and the labor supply of all agent in the economy. We want to derive the cost of marginally
increasing the welfare of a specific agent, so we have to consider the cost of compensating the other
agents in addition to the cost of the targeted transfer. In that sense, the welfare externality is directly
expressed in terms of public funds.

Formally we consider the same transfer as in Hendren (2014) a small change −dτ of the tax rate
between income z − ε and z − ε + dz, a change dτ between z + ε − dz and z + ε and a change of
tax dτdz in between. We then take −dτ, dz and ε to 0. Note that the transfer only directly affects
the welfare of the agents that receive the tax break dτdz. On top of this transfer, we consider the
compensation dTc(z) = −e(z) · dpd as defined in Proposition 1. The implied price change is then
dpd and the compensation cancels both the welfare and labor supply response of the targeted transfer.

The change in revenue due to change in labor supply decision is given by :

d
dz

{ T′

1− T′
πzzζz

}
+ πzηzT′

The first term corresponds to the the wage effect at the boundaries of the transfer: agents just above
decrease their labor supply to benefit from the transfer while agents just below increase theirs. If agents
react more just above z∗ than just below, that is d

dz

{
z∗

1−T′ ζz∗
}

is positive, the effect on government
revenue is negative. In the same way, there is a loss in revenue if πz∗ is locally increasing, so that there
are more agents just above than just below z∗) and if T′ is increasing. The second term is the income
effect on labor supply of the agents receiving the transfer.
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The cost in terms of commodity taxes and compensation is given by :

∑(dpi
ti

1 + ti
+

dCi

Ci

ti

1 + ti
)Ei −∑ dpiEi

Which can be simplified to:

∑ pi(ti − m̃i)dCi

with dCi = (Id− S∆m)−1
{
− d

dz

{
π(z) ∂c(z)

∂z∗ zζz

}
+ π(z) ∂c(z)

∂z∗ (1 + (1− T′)ηz)
}}

.

So that we can express the cost of the compensation in matrix form as:

−R′p(Id− S∆m)
−1
{
− d

dz

{
π(z)

∂c(z)
∂z∗

zζz

}
+ π(z)

∂c(z)
∂z∗

(1 + (1− T′)ηz)
}}

As above the first term in bracket corresponds to the change in consumption due to the change in
labor supply, and thus income, of agents just above and below z. It depends on whether there are more
agents just above or below z and if they react more. The cost also depends on whether agents’ marginal
propensity to consume each goods out of post tax income is increasing. Indeed, the cost of the transfer
decreases if the transfer is made to agents who consume goods that are undersubsidized: the price of
these goods will decrease and through the compensation, revenue will increase. Therefore if the agents
changing their labor supply also shift their consumption basket towards undersubsidized goods the cost
of transfer decreases, and this is captured by the derivative of the marginal propensity to consume.

Proposition 3. The total cost of transferring funds to an agent at income z taking into account the cost
of the compensation is given by :

1−
(

1 +
z

πz

dπz

dz

)
T′

1− T′
ζz − z

d
dz

{ T′

1− T′
ζz

}
− T′ηz

−R′p(Id− S∆m)
−1
{ 1

πz

d
dz

{
π(z)

∂c(z)
∂z∗

zζz

}
+

∂c(z)
∂z∗

(1 + (1− T′)ηz)
}

When commodity taxes are set optimally or that preferences are homothetic, the cost of transfer
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simplifies to:

1− α− T′′

(1− T′)2 zζz −
(

T′

1− T′
+ α

)((
1 +

z
πz

dπz

dz

)
ζz + z

dζz

dz
+ (1− T′)ηz

)

with α defined as in Proposition 2 in the case where commodity taxes are set optimally, and α =

R′p(Id− S∆m)−1∂z∗c when preferences are homothetic.

The term α summarizes the effects of the changes in market size and the implied responses of
prices. When α is positive, so that an increase in market size decreases on average prices across sectors
by −α, the cost of transferring funds to an agent decreases. Indeed, the agent then consumes more so
that prices, on average, decrease and the social planner recovers revenue through the compensation
scheme. In addition, the market size effect amplifies the behavioral responses: when agents work more,
their income increase, they consume more and again the price of goods decrease. The market size effect
therefore increases the cost of levying funds through both a mechanical effect and an amplification of
the behavioral responses. If it is more costly to tax high incomes because of their behavioral response
and the fiscal externality they generate, taking into account the price changes will increase the fiscal
externality.

To see more clearly the costs of transfers when the commodity taxes are not set optimally, we can
consider the simpler case where the substitution effects are small, so that we can neglect S . In that case,
the costs of transfer are given by:

1− (pt− m̃) · ∂e(z)
∂E
−
(

T′′

(1− T′)2 − (1− T′)(pt− m̃) · ∂2e(z)
∂E2

)
z∗ζz∗

−
(

T′

1− T′
+ (pt− m̃) · ∂e(z)

∂E

)((
1 +

z
πz

dπz

dz

)
ζz + z

dζz

dz
+ (1− T′)ηz

)

The costs of transfer now decreases more if in addition, the transfer redirect consumption towards
the sectors that are more undersubsidized, which would be the case if households at z have a higher
marginal propensity to consume undersubsidized goods. This might be important if, for example,
there are constraints on commodity taxation. Indeed, it might be infeasible to differentially tax goods
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at a very disaggregated level (or there might be spillovers across multiproduct firms). In that case,
transferring funds also allows the social planner to more efficiently reallocate consumption.

2.5 Optimal Income Taxation

The social planner maximizes the social welfare function
∫

λzv π(z)dz, where as usual the function v
represent the indirect utility of the agent at pre tax income z given the set of consumer prices and the tax
schedule and the λz are the set of pareto weights. To determine the optimal schedule, we consider again
local change in the non linear income tax with the compensation scheme. Since the set of perturbation
dT + dTc is the same as the set of perturbation dT, this will indeed characterize the optimal schedule.

To characterize the schedule it is actually enough to consider the standard perturbation of
Saez (2001): consider the usual change in the tax : a small change of marginal tax dτ in a
neighborhood dz of z0 and a change in tax dzdτ above. We consider on top a compensation scheme
dTc as defined in Proposition 1.

This perturbation first generates a mechanical change in income tax revenue given by:

Ez>z0(dzdτ)

Second the perturbation generates a fiscal externality due to the behavioral labor supply response.
The compensation dTc not only take care of the welfare change generated by change in prices, but also
of their effect on labor supply as discussed in Proposition 1, so that the fiscal externality is the same as
usual:

−π(z0)z0ζz0

T′

1− T′
dzdτ −Ez>z0(ηzT′(z)dzdτ)

Third the cost of the compensation and the implied fiscal externality in terms of the revenue levied
through the commodity tax are given as above by:

∑(dpi
ti

1 + ti
+

dCi

Ci

ti

1 + ti
)Ei −∑ dpiEi
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Which can be simplified to:

∑ pi(ti − m̃i)dCi

And the change in consumption is given by:

dC = −(Id− S∆m)
−1
{

π(z0)
∂c(z0)

∂z∗
z0ζz0dzdτ + Ez>z0(

∂c(z)
∂z∗

(1 + (1− T′)ηz)dzdτ)
}

So that the total cost of compensation is given by:

−R′p(Id− S∆m)
−1
{

π(z0)
∂c(z0)

∂z∗
z0ζz0dzdτ + Ez>z0(

∂c(z)
∂z∗

(1 + (1− T′)ηz)dzdτ)
}

With as above, Rp = p(t− m̃). The commodity taxes are set optimally, so using the characterization
of the consumption tax, in particular the fact that R′pS = 0 we have that this can be rewritten as:

−αp(1 + t)′
{

π(z0)
∂c(z0)

∂z∗
z0ζz0dzdτ + Ez>z0(

∂c(z)
∂z∗

(1 + (1− T′)ηz)dzdτ)
}

or more compactly using the fact that p(1 + t)′ ∂c(z0)
∂z∗ = 1:

−α
(
π(z0)z0ζz0dzdτ + Ez>z0((1 + (1− T′)ηz)dzdτ)

)
Finally, with the compensation, the price changes have no welfare impact so denoting by lambda

the cost of public funds the welfare effect is summarized by:

−Ez>z0(
λzv′z

λ
dzdτ)

The optimal tax schedule can then be characterized by summing those four effects.

Proposition 4. The optimal non linear income schedule is characterized by:

T′

1− T′
= −α +

1
πz0z0ζz0

{
Ez>z0(1− α− λzv′z

λ
)−Ez>z0((α + (1− α)T′)ηz)

}
Or when income effects are negligible:

T′

1− T′
= −α + (1− α)

1
πz0z0ζz0

Ez>z0(1−
λzv′z

E(λzv′z)
)

16



When we have, on average, increasing returns to scale, so that α > 0, the formula implies that
the marginal tax rates are lower. The term −α comes from the amplification of the behavioral supply
responses: since increasing the tax rate at z pushes agent to work less diminishing there income and
therefore the overall size of the markets for goods, the tax rate is uniformly lower. The multiplicative
term 1− α comes from the fact that increasing the tax rate at z will decrease the income of all agents
earning more than z and therefore decrease the size of all markets. Therefore the redistributive motive
captured by Ez>z0(1−

λzv′z
E(λzv′z)

) is also muted.
From the above formula, we have (1− T′) = (1− α)−1(1− T̂′), with T̂′/(1− T̂′ = Ez>z0(1−

λzv′z
E(λzv′z)

). However T̂′ is not the optimal tax rate when α = 0, and the market size effects interact in a
more subtle way with the redistributive motive, a question that we now explore in more details.

2.5.1 Increasing Return to Scale and non linear redistribution

To understand the interaction of the term α with the non linear schedule, we consider the simple case
where preferences for goods are homothetic, preferences are quasilinear in the consumption index and
social preferences are linear. In this case we can simply characterize how the tax schedule change when
α increases.

Proposition 5. Suppose that individual preferences are given by u(c1, ..., cn, z, θ) = C(c1, ..., cn) −
ψ(z, θ), with C an homogeneous function of degree one, and that the social welfare function is given by
G(u, θ) = λθ u, in this case we have that the derivative of the marginal tax rate with respect to α is
given by:

dT′

dα
= −1− T′

1− α

(
1 +

zT′′ζ̃z

1− T′
K
)

where K is a positive constant: K = 1−dp0

1− α
1−α E(zζ̃z)

with dp0 < 0 the average price change that would

occur if the demand for each good was remaining at its initial level.

The result is important because it means that the labor subsidy that is used to correct for the
inefficient supply side interacts in a non trivial way with the non linear schedule. With a representative
agent, the labor subsidy would be (1− T′) = (1− α)−1. Here we see that when α increases we do
not have the corresponding change in effective wage dT′

dα = −1−T′
1−α if the initial schedule is non linear.

A change in α also changes the shape of the schedule, and in particular, the marginal tax rate decreases
proportionally more when it is locally increasing and less when it is decreasing. As such a change in α

not only decreases the marginal tax rates, it also flattens the schedule.
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2.5.2 Limited tax instruments

As a first extension, we consider the case where the social planner cannot tax differentially every
commodity and that there is a partition of the set of goods and that the taxes have to be identical in each
subset of the partition.

We characterize the optimal commodity and income tax in the following corollary

Corollary 1. The set of commodity taxes is characterized by:

R′p(Id− S∆m)
−1S1k = 0

for all k where 1k is the indicator of the goods belonging to the tax subset k. As a consequence, the tax
rate for each subgroup is a weighted average of the optimal tax rate for each good of the subgroup

Denoting by ∂c̄
∂z∗ = Ez

(
∂c(z)
∂z∗

)
and α = R′p(Id − S∆m)−1 ∂c̄

∂z∗ the optimal income tax is
characterized by

T′

1− T′
= −α +

1
πz0zζz0

{
Ez>z0(1− α− λzv′z

λ
))−Ez>z0((α + (1− α)T′)ηz)

}
− R′p(Id− S∆m)

−1
{(∂c(z0)

∂z∗
− ∂c̄

∂z∗

)
+

1
πz0z0ζz0

Ez>z0(

(
∂c(z0)

∂z∗
− ∂c̄

∂z∗

)
(1 + (1− T′)ηz)

}

The income taxation is then modified to take into account how changing agent’s income impact
prices through demand: if an entry of Rp is positive, the good is under subsidized and agent do not
internalize the social benefit of consuming more of the good. When preferences are non homothetic,
the social planner then has an incentive to redistribute income towards agents who have a higher than
average marginal propensity to consume undersubsidized goods.

2.6 Comparative Statics

The previous analysis sid not provide much insights on how non homothecities are affecting the design
of the tax schedule. Indeed since the effect of non homothecities in the standard perturbation approach
is incorporated in the marginal utility of agents which is endogenous. To better how non homothecities
affect redistribution motives, we here show how to derive local change of the schedule when structural
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parameters of the problem vary locally. We will focus on changes of the distribution of abilities which
allows us to capture, for example, an increase in inequality.

The distribution of abilities is denoted here by h(θ) and we consider an exogenous change in
the distribution dh/h. To simplify the analysis we assume that income effects are negligible. In that
case we first show how to express the total change in price which occurs given the change in the tax
schedule.

Lemma 1. Let us define the following objects:

Γr({c} , z) = m̃C−1(1− T′)
(
(∂z∗c− ∂z∗c) zζz + h(z)−1Ez′>z (∂z∗c− ∂z∗c)

)
Γm({c} , z) =

m̃C−1

1− α
∂z∗czζz

The change in prices occuring given the change in the tax schedule is given by:

dp = −Ez

(
Γr({c} , z)

dT′

1− T′

)
−Ez

(
Γm({c} , z)

dT′

1− T′

)
+ dp̃0

with dp̃0 = ∆mEz

(
dh
h
[
∂z∗ c̄

{
α

1−α z + T
}
+ c
])

, the mechanical change in prices due to the change

in the ability distribution.

The first term Γr is present only when preferences are non homothetic. It captures the change
in prices induced by the reallocation of consumption to different agent with different consumption
patterns. The term summarizes the two main reallocative effects t: changing the tax rate at z distorts
labor supply at z and if agents have a relatively smaller propensity to consume good i at z then the price
of the good will increase. In addition increasing the tax rate at z diminishes income for all z′ > z so
that if the good is also less consumed by richer households, the price will increase further.

The second term Γm simply summarizes the average distortive effect of taxation : increasing the tax
rate reduces labor supply and decreases market size which then increases prices.

To obtain a sharper characterization of the the change in the tax schedule, we assume that social
preferences are linear and that the marginal indirect utility of income is approximately constant. This
will enable us to focus on the pure price effects.
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The welfare impact of a price change is then summarized by:

Λ = (1− α)
1− T′

zζzh(z)
Ez′>z

(
λz

λ
uz∗

[
q∂z∗c−Ez

(
λz

λ
uz∗q∂z∗c

)])
Note that since we start from an optimal tax schedule, the standard conditions characterizing the
optimality of the pre change tax schedule make it possible to express Λ in terms of observables, by
considering in the original problem the perturbation dT = −qici.
In addition, we define Λ̃ = Λ + q∂z∗c which includes the cost of the compensation scheme. We can
now characterize the optimal change in the tax schedule:

Proposition 6. Denoting by dT′
1−T′ f p the change in tax schedule that would occur if the prices were held

fixed at there initial level, the optimal change in the tax schedule when prices are flexible is given by:

dT′

1− T′ tot
=

dT′

1− T′ f p
− α

1− α
Ez

(
z̄ζz

dT′

1− T′ f p

)
+

α

1− α
Ez

(
dh
h

z̄
)

+

(
Λ− α

1− α
Ez (z̄ζzΛ)

)
·
[
Id + Ez

(
ΓΛ̃′

)]−1
{

dp̃0 −Ez

(
Γ(z′)

dT′(z′)
1− T′ f p

)}
+

(
qC̄− α

1− α
Ez (z̄ζzq∂z∗c)

)
·
[
Id + Ez

(
ΓΛ̃′

)]−1
{

dp̃0 −Ez

(
Γ(z′)

dT′(z′)
1− T′ f p

)}

Note that dp̃0 −Ez

(
Γ(z′)dT′(z′)

1−T′ f p

)
is the price change that would occur if the change in the tax

schedule was given by dT′
1−T′ f p. The third line is constant across the income distribution and is the

revenue that has to be collected to compensate for the price changes (minus the distortion that the
compensation creates). Let us focus on the second line. We can then interpret the second line as the new
welfare gain of an additional dollar to agents initially earning more than z, given this exogenous price
change. If the exogenous price change dp̃0 −Ez

(
Γ(z′)dT′(z′)

1−T′ f p

)
is such that the price of the basket

of goods of agent above z decreases then it becomes less costly to redistribute to them (informally an
additional dollar of public funds buys relatively more welfare for these agents) and taxes decreases.
Note that the term Λ is zero when preferences are homothetic, so that non-homothecities in preferences
for goods amplify the redistributive effects of exogenous price change (in the sense that if a price
change benefit relatively more a subset of agents, it is then optimal to transfer more funds to them).
Note that this effect will be muted when social preferences are concave instead of linear.

The term E
(
ΓΛ̃
)

summarizes how correlated the social preferences are with the price reaction.
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When {Λ̃(z)Γ(z)}i is negative, a tax break at z increases the price of good i, and agents with pre tax
earnings above z consume relatively less of the good (or equivalently it decreases the price of good i
and agents above z consume it more), which the planner values. The terms E

(
ΓΛ̃
)

therefore amplifies
(or mute) the effects described in the previous paragraph when social preferences are correlated
(anti-correlated with price effects).

3 Quantitative Analysis

In this section, we present the results on the optimal income tax schedule, using a quantitative model
based on the theory developed in Section 1. We start with a perturbation approach, which quantifies
how the calibrated increasing returns to scale and non-homotheticities affect the costs and benefits
of transferring a dollar of disposable income across income groups (starting from the observed tax
schedule). We then solve for the optimal tax schedule in the mechanism design problem and discuss the
quantitative importance of the various economic forces that were characterized theoretically in Section
1.

3.1 Perturbation Approaches

We implement two perturbation exercises to assess whether the costs-benefit analysis of taxation is
likely be meaningfully affected by (a) increasing returns to scale and (b) non-homotheticities.

Increasing Returns to Scale and the Fiscal Externality of Income Taxation. Our first perturbation
exercise characterizes the implications of increasing returns to scale for the efficiency cost of income
taxation. We do so using the approach proposed by Hendren (2014): what is the cost of providing one
dollar of disposable income across the income distribution, given the current tax schedule and behavioral
elasticities? We characterize the extent to which the answer to this question differs in an economy with
constant returns to scale versus increasing returns to scale. For this exercise, we assume that the social
planner has full control over commodity taxes in each industry, such that the compensation formula
from Section 2 applies (Proposition 3). The perturbation formula in Proposition 3 is similar to Hendren
(2014) except for the role of increasing returns to scale. Since the compensated neutralizes the role of
non-homotheticities, this perturbation approach can thus single out the impact of increasing returns for
the efficiency cost of income taxation (which is expressed as a fiscal externality).

To implement the compensated formula, four sets of parameters are needed: the labor supply
elasticity, the shape of the (observed) income distribution, the shape of the (observed) tax schedule, and
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the degree of increasing returns to scale. For the labor supply elasticity, in the baseline specification we
set the income elasticity to zero (e.g., as in Saez (2001)) and use a compensated elasticity of εz = 0.3
(e.g., as in Kleven and Schultz (2014)). In sensitivity analysis, we consider a range of compensated
elasticity from 0.1 to 0.5, as well as specifications accounting for income effects, with an income
elasticity of 0.15 as in Cesarini, Lindqvist, Notowidigdo, and Östling (2017). To improve tractability,
we set the extensive margin elasticity to zero in the quantitative analysis.

We obtain data on earnings and marginal tax rates for each percentile of the income distribution
from Hendren (2014), who provides these estimates based on the universe of income tax returns in the
US from 2012. The shape of the income distribution plays an important role in determining the sign of
the fiscal externality of the transfer across the income distribution. Intuitively, a one dollar transfer at
income level z induce two types of behavioral reponses that partly offset each other: agents who earned
slightly below z increase their earnings, while agents who earned slightly above z decrease them. If the
income distribution is locally flat, these two responses perfectly offset each other. As shown in Online
Appendix Figure A1, the local Pareto shape parameter of the U.S. income distribution is negative up to
the 60th quantile (around $43,000 in ordinary income), i.e. the income distribution is locally increasing
in this range and the fiscal externality is negative. At higher income levels, the fiscal externality is
positive. This feature of the income distribution drives Hendren (2014)’s finding that a transfer to the
poor is more costly than a transfer to the rich.

The last parameter needed for our first calibration exercise is the strength of increasing returns to
scale. As shown in the theory section, the elasticity of consumer prices to a change in market size
is the relevant sufficient statistic. For our benchmark analysis, we set this elasticity to α = 0.3 as in
Jaravel (2016), who uses a shift-share research design to measure the responses of prices to a shift in
demand. This reduced-form estimtae is based on scanner data for consumer packaged goods in the
United States. Estimating a structural model using similar scanner data, Faber and Fally (2017) obtain
a higher elasticity of α = 0.4, which we use as an upper bound in sensitivity analysis.4 Using trade
covering a large number of industries, Costinot, Donaldson, Kyle, and Williams (2016) also present
evidence for increasing returns to scale. Their estimates imply an elasticity α = 0.2, which we use as a
lower bound in sensitivity analyisis.

Figure 1 reports the results, establishing two main findings: (a) the fiscal externality is larger in the
presence of increasing returns to scale, i.e. the efficiency cost of taxation is larger; (b) the increase
in the fiscal externality is larger for higher-income households.5 Panel A of Figure 1 presents the

4When accounting for consumers’ taste for variety in a CES framework, Jaravel (2016) obtains a reduced-form elasticity
above 0.5.

5The plots are based on the simplified formula Trans f erCost(z∗) = 1− α +
(

T′
1−T′ + α

)
λ(z∗)ζz∗ , where λ(z∗) =
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estimated cost of transferring $1 of disposable income across the income distribution. The blue line
reproduces the finding of Hendren (2014), who normalizes the average transfer cost to $1 and shows
that the transfer cost is larger for a low-income household (about $1.2 for a household at the 10th
percentile of the income distribution) than for a high-income household (about $0.8 for a household at
the 90th percentile of the income distribution). As previewed above, this result is driven by the shape of
the earnings distribution (Online Appendix Figure A1). The red line reports our estimates with constant
returns to scale, which are very similar to Hendren (2014); the differences comes from the fact that we
set the extensive margin elasticity to zero. Accordingly, the cost of transfers to the low-income slightly
decrease in our specification. Finally, the green line accounts for increasing returns to scale.

The green line is substantially below the red line, indicating that the cost of transferring $1 is lower
than with constant returns to scale. The cost is now everywhere below $1 and is approximately 0.7 on
average: the efficiency cost of taxation has increased by 30%. Intuitively, when given an extra dollar
of disposable income, agents spend that dollar in the economy, which increases productivity through
market size effects. This size of this effect is governed by the strength of the IRS parameter α = 0.3.

Panel B of Figure 1 shows that the cost of transferring $1 increases substantially more for higher-
income households. The cost falls by slightly less than 30 cents for agents at the bottom of the income
distribution, but by close to 60 cents for agents near the top of the income distribution. The increase
in the efficiency cost of taxation is thus twice larger for high-income houeholds relative to low income
households.

Figure 2 illustrates the channel whereby the efficiency cost increases more for high income
households. The figure reports the amplification of the behavioral labor supply response to the $1
transfer, contrasting the case with increasing returns to the case with constant returns.6 With increasing
returns, the behavioral labor supply response is amplified substantially at all points of the income
distribution, by a factor generally above 2: a dollar of transfer leads to a changes a labor supply, which
in turn changes market size and productivity. The key feature explaining why the cost increases more
for higher-income agent is, again, the local shape of the income distribution (Online Appendix Figure
A1). This shape implies that for high-income agents the labor supply response tends to increase the
cost of taxation while it lowers it at the bottom of the income distribution. Endogenous productivity
magnifies these differences.

Non-homotheticities and the distributional consequences from demand-driven productivity. Our
second perturbation exercise characterizes the impact of non-homotheticities for the distributional

−
(

1 + z∗π′(z∗)
π(z)

)
is the local Pareto shape parameter of the income distribution and ζz∗ = −0.3 is the intensive margin

elasticity of labor supply
6The amplification factor is computed as

(
T′

1−T′ + α
)

/ T′
1−T′ .
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effects of transfers to different groups. In contrast with the first perturbation approach, we now assume
that the planner does not have access to commodity taxes. In this case, transferring a dollar to income
level z will result in increased spending from households earning z, hence in a larger market size and
increased productivity/lower consumer prices for the product categories in which these households
spend. Our goal is to characterize how these price effects are valued by households across the incomed
distribution. For this exercise, we set labor supply responses to zero to isolate the direct price effects.

Figure 2 reports the results and indicates that non-homotheticities have the potential to alter the
equity effects of taxation in a quantitatively important way. The green line reports the homothetic
benchmark. If agents all have the same preferences, a transfer a $1 anywhere in the income distribution
has a 30 cent externality on everyone. In contrast, if consumers’ preferences vary with their income
level, a consumer at z will prefer a transfer to a consumer close to z, because they market basket is
more likely to overlap. We estimate the potential importance of these effects using data from the 2014
Consumer Expenditure Survey, across 650 products covering the full range of consumption spending on
goods and services.

The blue line reports the value of a transfer to a household at the bottom of the income distribution,
earning $7,000 a year in the CEX data. The red line repeats the exercise for a household at the top of
the income distribution, earning $218,000 a year. The figure shows that households near the bottom of
the income distribution value the transfer to the low-income household over twice as much as a transfer
to the high-income household (50 cents relative to 23 cents). Conversely, households near the top of
the income distribution value a transfer the high-income household much more (40 cents relative to 23
cents). These findings result from the fact that, in CEX data, spending patterns are quite different across
the income distribution.7

Sensitivity analysis. Figure 4 reports the results under different assumptions about parameter values.
Panel A characterizes transfer costs as in Figure 1 under our low bound α = 0.2 and upper bond
α = 0.4. The same patterns hold: the efficiency cost of taxation increases, and more so for high-income
household. These two patterns become larger as α increases, as indicated by the vertical shift of the
estimates.

Panel B repeats the analysis with our benchmark α = 0.3, but now considering different values for
the intensive margin labor supply elasticity εz, from 0.1 to 0.5. The value of the labor supply elasticity
does not alter the average increase in the efficiency cost of taxation, but it is important for the differential
effects across income groups. When the labor supply elasticity is low (εz = 0.1), its amplification
through endogenous productivity matters less for the efficiency cost. With a large labor supply elasticity
of εz = 0.5, the differences are magnified. The plot indicates that for households above the 90th

7This can be checked directly by computing dissimilarity indices across the income distribution.
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percentile of the income distribution, the “cost” of a $1 transfer is negative, i.e. reducing taxes at the
top can result in a Pareto improvement. Intuitively, reducing taxes at the top of the income distribution
induces an increase in labor supply, and in turn in productivity. With εz = 0.5 under homotheticities
(optimal commodity taxes), the perturbation approach indicates that high-income U.S. taxpayers may
currently be facing a tax rate which is above the Laffer rate. A higher labor supply elasticity for high-
income earners is considered plausibly (e.g., Saez, Slemrod, and Giertz (2012)), therefore this case may
be empirically relevant.

Finally, Panel C presents transfer costs with income effects. With an income elasticity of 0.15, the
transfer costs falls slightly further, everywhere across the income distribution.

3.2 Optimal Non-Linear Tax Schedule

The previous subsection considered perturbations around the observed tax schedule and documented
that increasing returns to scale and non-homotheticities are likely to be quantitatively important for
the efficiency and equity considerations of optimal taxation. We now solve by simulations the optimal
non-linear income tax schedule. We first describe our quantitative framework to solve for the optimal
income tax schedule, which is cast as a mechanism design problem. We then discuss the main results
and extensions.

3.2.1 Parametric Assumptions, Estimation of Primitives, and Numerical Solution Algorithm

Several steps are required to solve for the optimal non-linear tax schedule. First, we make parametric
assumptions, in particular regarding the shape of non-homotheticities. We rely on the existing literature
to set the relevant exogenous parameters. Second, we must estimate two sets of primitives, such that
our quantitative model is consistent with the observed equilibrium (observed earnings and observed tax
schedule). As in standard optimal taxation problems, we must recover the underlying distribution of
skill parameters, which governs productivity differences between agents. But in our setting, we must
also estimate certain demand and production function parameters, such that observed spending patterns
and observed prices are consistent with the model. Third, we describe the numerical solution algorithm.

Parametric assumptions. Using similar notation to Section 2, we consider an agent with utility
function u (z∗, z, p, θ) = v (z∗, p)− ψ

( z
θ

)
, with ψ

( z
θ

)
= χ

1+ 1
εz

( z
θ

)1+ 1
εz , where ψ

( z
θ

)
is the cost of

earning z given ability θ; εz is the elasticity of labor earnings. We set εz = 0.3 and χ = 1 at baseline.
Prices are a function of total quantity consumed: pi = γi · (Ci)

−α, where i indexes the product category

and Ci =
∫ θ

θ Ci(θ)dθ denotes aggregate consumption of i by all agents in the economy. We take
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α = 0.30, i.e. prices fall by 0.3% when total quantity consumed increases by 1% due to increasing
returns to scale.

In the baseline calibration, we consider two sectors, which for concreteness we refer to as
“manufacturing” and “services”, but which can be viewed as the simplest way of introducing non-
homotheticities in the canonical Mirrlees (1971) optimal taxation problem. We relax this restriction in
an extension with a multi-sector quantitative model.

We assume that the indirect utility function given prices and post-tax income, v (z∗, p), is defined in
a Non-Homothetic CES framework. NH-CES preferences are useful for their tractability and flexibility,
as shown by Comin, Lashkari, and Mestieri (2017). We build on their framework and define v (z∗, p) =
1
d C∗(z∗, p). d is a deflator introduced for technical reasons: we decribe below how it facilitates the
comparisons of the optimal tax schedule under different income elasticities of manufacturing/services.
Non-homotheticities are driven by C∗(z∗, p), which is a NH-CES aggregate implicitly defined by

[ΩMC(CM, CS)
εM ]

1
σ C

σ−1
σ

M + [ΩSC(CM, CS)
εS ]

1
σ C

σ−1
σ

S = 1, (3.1)

with σ > 1 and 0 > εS > εM, which implies that manufacturing is a necessity and services a luxury. To
ensure strict concavity, we need εi ≤ 1− σ ∀i (for σ > 1). For the baseline case, we set the elasticity
of susbtitution to σ = 2.

A convenient feature of this utility function is that the elasticity of the relative demand for two
different goods with respect to the aggregate utility C(cM, cS) is constant:

∂log(Cm/CS)

∂log(C)
= εM − εS

Thus, the strength of non-homotheticites is governed by the quantity εM − εS. We consider two
cases:

(a) “Smaller non-homotheticities”: we set εM = −2 and εS = −1.5, i.e. εM − εS = −0.5. These
parameters imply that when total utility increases by 1%, the quantity of manufacturing consumed
relative to the quantity of services decreases by 0.5% (which is approximately consistent with observed
spending shares for manufacturing vs. services in the 2014 CEX).

(b) “Stronger non-homotheticities”: we set εM = −6 and εS = −1.5, i.e. εM − εS = −4.5.
With these parameters, spending patterns differ much more across the income distribution (which is
approximately consistent with observed dissimilarity indices across the income distribution in the 2014
CEX).

Table 1 summarizes the exogenous parameters that govern the quantitative model. The table also
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reports the range of parameters we consider for sensitivity analysis.
Estimation of primitives. Having defined the structure of the quantitative model, we can estimate

primitives to ensure consistency with the observed equilibrium. First, on the demand side, for i = M, S,
the expenditure shares in the NH-CES demand system can be expressed as:

ωi = Ωi

( pi

P

)1−σ
(

z∗

P

)εi−(1−σ)

(3.2)

P(ΩM, ΩS) =

(
∑

i=M,S

(
Ωi p1−σ

i

)χi
(

ωi (z∗)
1−σ
)1−χi

) 1
1−σ

with χi = 1−σ
εi

. (3.2) gives a non-linear system of two equations and two unknows ΩM, ΩS. To
calibrate ΩM, ΩS, we set pS = 1 (which we interpret as the numeraire at the observed equilibrium,
i.e. it serve as a normalization from a hpyothetical “average price of services” of ps = 100), pM = 10,
z∗ = 500, ωS = 0.68 and ωM = 1− 0.68 (consistent with observed spending shares in the CEX). With
the parameters ΩM, ΩS in hand, we can compute v (z∗, q), plugging in Ci =

ωiz∗
pi

in (3.1) and solving
for C(cM, cS) by solving this non-linear equation.

Having defined all demand parameters, a convenient normalization is to pick the “delfator” d in
v (z∗, p) = 1

d C∗(z∗, p) such that dv
dz∗ = 1. Conceptually, we wish to understand how the optimal income

tax schedule change when the underlying non-homotheticities change. However, changing the degree of
non-homotheticities (εM − εS) also affects the curvature of C∗(z∗, p), which in turn affects preferences
for redistribution and creates income effects. When varying the strength of non-homotheticities, our
goal is not to implicitly change social preferences for redistribution or to introduce income effects.
Therefore we use the deflator d such that at the observed equilibrium the marginal utility of income (for
the agent) is always one, as in the canonical specification of Saez (2001).8

Next, we estimate the skill distribution of agents (e.g., as in Saez (2001)). Given observed earnings,
the observed tax schedule and the utility function we specified, we solve:

z(θ) = argmaxzv (z− T(z), p)− χ

1 + 1
εz

( z
θ

)1+ 1
εz .

We implement this step using the data from Hendren (2014) on the U.S. earnings distribution and tax

8As indicated below, the social planner has concave preferences over agents’ individual utilities, which induces a motive
for redistribution. This motive is kept constant across specifications of non-homotheticities. Note that, despite the deflator d,
the individual’s marginal utility of income may still change (possibly differently for different individuals) because of price
changes induces by tax changes. The deflator only ensure there is no added curvature at the observed equilibrium. Changes
in curvature induced by price changes are of substantive interest for our purposes.
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schedule. We recover the density of θ non-parametrically: f (θ) = h(z(θ))z
′
(θ). To reduce noise, we

fit a bounded log-normal Pareto distribution to the non-parametric skill distribution. Online Appendix
Figure A2 reports the estimated distribution.9

Finally, on the supply side, we calibrate γi to fit observed prices, given our assumptions about prices
and consumptions patterns: γi = pi/

(
Ci
)−α

.
Numerical solution algorithm. Our solution algorithm solves for the optimal income tax schedule in

a series of steps.
The optimal income tax schedule can be characterized as the solution to a standard mechanism

design problem.10 The planner maximizes social welfare subject to agents’ IC constraints, budget
balance and market clearing for each product.11 Setting aside market clearn for a moment, with non-
homotheticities in agents’ utility function and an arbitrary social welfare function V(θ) ≡ G(u(θ)),
the solution to the planner’s mechanism design problem is given by the following system of non-linear
differential equations:

u̇(θ) =
z
θ2

( z
θ

) 1
εz (3.7)

µ̇(θ) =

(
(1− α)

λ
∂v
∂z∗
− G′

(
v (z∗, p)− ψ

( z
θ

)))
f (θ) (3.8)

with boundary conditions µ(θ) = 0 and µ(θ) = 0. λ denotes the multiplier for the government’s

9The quantitative results are similar when varying the Pareto tail parameter between 1.5 and 2.5 or increasing the highest
possible value of the skill distribution θ̄ (not reported).

10Price effects are accounted via a constraint on product market clearing, which is akin to the “compensation” discussed
in Section 2.

11The planner maximizes the social welfare function V(θ) subject to all constraints:

max
∫ θ

θ
V(θ) f (θ)dθ

s.t.

V(θ) = u(θ, p) = v (z∗(θ), p)− ψ

(
z(θ)

θ

)
(3.3)

V̇(θ) =
du
dθ

(3.4)

−
∫ θ

θ
(z∗(θ)− z(θ)) f (θ)dθ ≤ 0 (3.5)

pi = γi
(
Ci
)−α, i = M, S (3.6)

where Ci =
∫ θ

θ Ci(θ)dθ denotes aggregate consumption of i. The state variable is V(θ) and the control variable is z(θ).

28



budget constraint. From the planner’s first-order condition for z, we also have:

µ(θ) = θ2

λ

(
(1− α)

1
θ (

z
θ )

1
εz

∂v
∂z∗

− 1

)
f (θ)(

1 + 1
εz

) ( z
θ

) 1
εz

.

Note that with ∂v
∂z∗ = 1, α = 0 and G(.) = log(.), this characterization of the optimal schedule is

identical to Saez (2001). For our baseline specification, we set logarithmic social preferences.
The equations above are differential equations in θ, with unknown functions u(.) and µ(.). To see

this, note that we can express both z∗and z as functions of u, µ and θ by using (a) the expression for
µ(θ) given above, and (b) the fact that u (z∗, z, p, θ) = v (z∗, p)− ψ

( z
θ

)
. We thus have a well-defined

system of differential equations with expressions for u̇(θ) and µ̇(θ) and two boundary conditions.
To ensure that the budget is balanced and that all markets clear, we set up the following loop:
Step 1: Given the vector of prices p, define the functions z∗(V, µ, θ) and z(V, µ, θ)

Step 2: Solve the system of two differential equations in θ with unknown functions u(.) and µ(.):
Step 2.a.: Fix an initial λ (the multiplier on the government’s budget constraint) and solve for

the functions u(θ) and µ(θ) using the system of differential equations and the boundary conditions.12

Step 2.b.: Compute the budget constraint −λ
∫ θ

θ (z∗(θ)− z(θ)) f (θ)dθ and iterate over steps
2a/2b until the budget surplus/deficit reaches zero (increasing λ if there is a surplus, decreasing it there
is a deficit).

Step 3: Once a λ ensuring balanced budget is found, compute aggregate consumptions Ci and the
corresponding prices pi, using pi = γi · (Ci)

−α.
Iteration until convergence: If the new price vector (from Step 3) has diverged from the initial price

vector (from Step 1), repeat the procedure from Step 1 by updating the price vector. Iterate until prices
converge to a fixed point.

3.2.2 Main Results

We now solve for the optimal income tax schedule using the quantitative model described in the previous
subsection.

We contrast four main specification: (1) homothetic utility (εM − εS = 0) with constant returns to
scale (α = 0), which is similar to the benchmark specification of Saez (2001); (2) homothetic utility
with increasing returns to scale (α = 0.3); (3) non-homothetic utility (εM− εS = −0.5) with increasing

12In practice, we use a Matlab solver that only allows for two initial conditions. Therefore we guess an initial value for
u(θ) such that we satisfy the boundary condition µ(θ) = 0 (we iterate over guesses using a loop).
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returns to scale (α = 0.3); (4) stronger non-homotheticities (εM − εS = −4.5) with increasing returns
to scale (α = 0.3). We then discuss the sensitivity of the quantitative results with other parameters and
various extensions of the baseline framework.

Panel A of Figure 5 and Panel A of Table 2 report the results with homothetic utility and constant
returns. This specification can serve as our benchmark because its primitives are very similar to prior
work (e.g., Saez (2001)).13 Panel A of Figure 5 depicts the optimal marginal tax rates across the income
distribution, which range from 42% around the 5th percentile of the distribution to 53% near the 95th
percentile and are monotonically increasing in between. This progressive optimal tax schedule is similar
to Saez (2001). Panel A of Table 2 characterizes the income distribution and welfare are at the optimum
in greater detail. The pre-tax income distribution features significant inequality, with a p90/p10 ratio
of 11.85. Inequality is significantly reduced after tax: the p90/p10 ratio for disposable income falls to
2.64. Redistribution is achieved through both progressive marginal tax rates (the marginal tax rate at the
90th percentile is 17.8% larger than at the 10th percentile) and a substantial intercept (equal to 47.19%
of average disposable income).

Panel B of Figure 5 and Panel B of Table 2 show that increasing returns to scale have a significant
impact on the optimal tax schedule. First, the average marginal tax rate falls substantially, from about
45% under CRS to about 35% with IRS. Second, the tax schedule becomes significantly less progressive:
the marginal tax rate at the 90th percentile is only 12.6% larger than at the 10th percentile under IRS,
compared to 17.8% with IRS. Furthermore, with IRS the optimal tax schedule becomes regressive above
the 65th percentile of the income distribution. These quantitative estimates match the analytical results
of Proposition 5: an increase in α changes the shape of the schedule and the marginal tax rate decreases
proportionally more when the tax schedule is locally increasing (which occurs around the 95th percentile
of the income distribution in Panel A of Figure 5). Panel B of Table 2 shows that the p90/p10 is still
reduced substantially thanks to the tax system, from 12.17 pre-tax to 3.59 post tax, but less so than
under CRS. Likewise, the value of the intercept falls to 34.42% of average disposable income. Online
Appendix Figure A3 reports the patterns of price convergence, showing that our numerical algorithm
converges in relatively few iterations.

Figure 6 and Table 3 report the result under increasing returns to scale and non-homotheticities.
We first consider a case labelled “smaller non-homotheticities” (εM − εS = −0.5), where the
non-homotheticity patterns are modest and approximate differences in spending shares on goods versus
services across the income distribution. Panel A of Figure 6 and Panel A of Table 3 reports the optimal
marginal tax rates and income distribution in this case. The average tax rates is still substantially

13There are certain small differences, for instance the fact that we use different data to calibrate the model and that we
specify the skill distribution to be bounded, albeit at a very high level.
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smaller than in the benchmark CRS specification, and the tax schedule remains less progressive.
However, under IRS the tax schedule is more progressive with (even modest) non-homotheticities
than with homotheticites. The marginal tax rate at the 90th percentile is only 14.1% larger than at
the 10th percentile with non-homotheticities, compared with 12.6% with homotheticities. Intuitively,
when individuals have different (marginal) spending patterns, the planner internalizes that demand
externalities from high-income households are worth less from a social welfare perspective.

Panel B of Figure 6 reports the optimal marginal tax rates with “stronger non-homotheticities” (εM−
εS = −4.5). These patterns of non-homotheticities are a closer approximation to the overall degree
of consumption segmentation across the income distribution, as observed in CEX data. The figure
shows that the average marginal tax rate remains much lower than in the CRS benchmark, around 37%.
However, the optimal marginal tax schedule becomes more steeply increasing than in the CRS and
homothetic benchmark. The optimal schedule no longer features a regressive range, as under IRS and
homothetic utility. Panel B of Table 3 reports that the marginal tax rate at the 90th percentile is now
28.6% larger than at the 10th percentile with non-homotheticities, compared with 12.6% with IRS and
homotheticities and 17.8% under CRS and homotheticities.

Figure 7 reports the patterns of price convergence under non-homotheticities. The relative price
of services/luxuries tends to fall at the optimum, because taxation falls relative to the observed
schedule, such that agents get richer and consumer relatively more services. This is the case
with both specifications of nonhomotheticities, either larger (Panel A) or smaller (Panel B). When
nonhomotheticities are sufficiently strong, substitution toward services is large enough to induce a
fall in the consumption of manufacturing at the optimum, resulting in an increase in the price of
manufacturing relative to the observed schedule (Panel B).

Summary. Taken together, the simulation results have delivered several findings. First, IRS induce
a large fall in the optimum average tax. Second, under homothetic utility the tax schedule becomes
significantly less progressive, and is even regressive in a large range of the income distribution. Third,
under nonhomotheticities IRS still imply a fall in the optimum average tax, but the tax schedule
remains progressive. For strong enough nonhomotheticity specifications, the tax schedule becomes
more progressive than in the benchmark homothetic CRS specification.

The variation in the progressivity of marginal tax rates across cases is illustrated graphically in
Figure 8, normalizing all marginal tax rates at zero for the first percentile. The figure reports an
intermediate case for nonhomotheticities (εM − εS = −3.5), which approximates the progressivity
of the homothetic-CRS tax schedule very closely. A complete characterization of the tax schedule and
income distribution for this intermediate case is provided in Online Appendix Table 1.
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3.2.3 Extensions

In a series of extensions, we examine the sensitivity of the quantitative results when amending our
framework as follows: (1) varying social preferences for redistribution (G(.)); (2) varying the elasticity
of substitution between manufacturing and services (σ); (3) varying the degree of increasing returns to
scale (α); (4) specifying non-homotheticities without normalizing by the deflator (d); (5) considering
an economy with more than two sectors to more closely approximate the actual structure of demand;
(6) approximating the optimal income tax schedule with a “simple” tax system (optimal flat tax).
Preliminary results indicate that the main insights from our baseline cases continue to hold in these
alternative specifications.

4 Conclusion

To conclude, we summarize some of the main intuitions underlying our theoretical and quantitative
findings.

First, we found that when productivity is endogenous to market size via increasing returns to scale,
the efficiency cost of taxation increases. This finding is intuitive: taxes reduces labor supply, hence
market size, hence productivity. Perhaps more unexpectedly, we also found that this effect is much
larger for households at the top of the income distribution. Intuitively, because of the log-normal shape
of the income distribution, the efficiency cost of taxation tends to be larger for higher-income households
(i.e., it is more expensive to redistribute to the rich than to the poor, as discussed in Hendren (2014)).
Endogenous productivity amplifies these differences in transfer costs across the income distribution.
Because of this first set of channels, demand-led productivity reduces optimal taxes, in particular at the
top of the income distribution.

Second, when non-homotheticities are introduced in addition to increasing returns to scale, the
optimal tax schedule becomes more progressive than with increasing returns to scale alone. Intuitively,
in an economy where the rich spend only on luxury products while the poor purchase necessities, the
planner internalizes that the potential productivity increase that could result from giving a tax break to
the rich has, in fact, low social value. Indeed, the rich would spend the tax break dollars on luxuries,
which the poor do not consume much of. This channels pushes for a stronger progressivity of the tax
schedule, although the average tax rate at the optimum remains lower than with constant returns to scale.

Our analysis indicates that optimal tax theory can accommodate demand-led productivity
in a tractable way. The quantitative exercise illustrates that endogenous productivity and non-
homotheticities can have important implications for the level and shape of optimal taxes. We have kept
our analysis parsimonious to focus on a few key channels, but the framework lends itself to several
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potential extensions that may be of interest. For instance, how do the formulas change in a dynamic
model, allowing for savings? How does international trade affect the relevant measure of market size
effects? How does the “product cycle” (i.e., many products are first bought by the rich and then trickle
down to the poor) interact with the channels we investigated? We hope that this paper may encourage
others to investigate these and other related questions.
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Figure 1: Costs of $1 Tax Break across the Income Distribution with Increasing Returns to Scale
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Notes: The plots are based on the simplified formula TransferCost(z∗) = 1 − α +
(

T ′

1−T ′ + α
)
λ(z∗)ζz∗ , where

λ(z∗) = −
(

1 + z∗π′(z∗)
π(z)

)
is the local Pareto shape parameter of the income distribution and ζz∗ = −0.3 is the

intensive margin elasticity of labor supply. The planner is assumed to have full control over commodity taxes.



Figure 2: Amplification of Behavioral Responses across Income Distribution
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Figure 3: Value of $1 Transfer across Income Groups with Non-Homotheticities
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Notes: This figure depicts the demand externalities of a $1 transfer to a low-income household (earning $7k) or
high-income household (earning $218k). There are no commodity taxes by assumption. The green line report the
welfare effect, through the induced price effects of the transfer, in the homothetic benchmark, which is equal to
the IRS parameter α. The blue and red line show deviations from the benchmark under non-homotheticities (using
observed spending shares in the 2014 CEX).



Figure 4: Sensitivity Analysis

Panel A: Transfer costs by productivity elasticity
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Panel B: Transfer costs by intensive margin labor supply elasticity
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Panel C: Transfer costs with income effects
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Notes: This figure presents sensitivity analysis for the cost of a $1 transfer across the incomed distribution. The
methodology is similar to Figure 1.



Figure 5: Optimal Marginal Tax Rates with Homotheticities and CRS/IRS

Panel A: Constant Returns to Scale

Panel B: Increasing Returns to Scale

Notes: Panel A reports the schedule of optimal marginal tax rates under constant returns to scale (α = 0), while
Panel B considers increasing returns to scale (α = 0.3). Utility is homothetic in both panels (εM − εS = 0). The
quantitative model and solution algorithm are described in Section 2.



Figure 6: Optimal Marginal Tax Rates with Non-Homotheticities and IRS

Panel A: Smaller Non-Homotheticities

Panel B: Larger Non-Homotheticities

Notes: Panel A reports the schedule of optimal marginal tax rates under smaller non-homotheticities (εM−εS = −0.5),
while Panel B considers stronger non-homotheticities (εM−εS = −4.5). There are increasing returns to scale (α = 0.3)
in both cases. The quantitative model and solution algorithm are described in Section 2.



Figure 7: Prices at Optimum with Non-Homotheticities and IRS

Panel A: Price Convergence with Smaller Non-Homotheticities

Panel B: Price Convergence with Larger Non-Homotheticities

Notes: The figure reports the patterns of price convergence across iterations of the numercial solution algorithm. Panel
A does so under smaller non-homotheticities (εM − εS = −0.5), while Panel B considers stronger non-homotheticities
(εM − εS = −4.5). There are increasing returns to scale (α = 0.3) in both cases. The quantitative model and solution
algorithm are described in Section 2.



Figure 8: Comparison of Optimal Marginal Tax Rates across Specification (Normalized)

Notes: The figure reports the schedule of marginal tax rates across specifications. All schedules are normalized to
have a marginal tax rate of zero at the first percentile of the income distribution, such the the figure illustrates the
progressivity of marginal tax rates in each case. “Saez CRS” refers to the benchmark specification with CRS (α = 0)
and homothetic utility (εM − εS = 0). “Saez IRS” introduces IRS (α = 0.3). The other cases vary the strength of
non-homotheticities, fixing εS = −0.5 and varying εM as indicated on the figure.



Table 1: Exogenous Parameters for Quantitative Analysis

Notation Description Baseline Range for Sensitivity

σ Elasticity of susbtitution between goods and services 2 1.2—4
εS Utility elasticity for services/luxuries -1.5 -1.5
εM Utility elasticity for manufacturing/necessities -2 -6
εz Labor earnings elasticity 0.3 0.1—0.5

pS Observed price index for services 1 1
pM Observed price index for manufacturing 10 1—10
ωS Aggregate spending share on services at observed prices 0.68 0.68
α Degree of increasing returns to scale 0.3 0.2—0.4

Notes: This table describes the exogenous parameters that govern the quantitative model. The baseline value as well
as the range used for sensitivity analysis are reported.



Table 2: Optimal Income and Welfare Distribution, Homothetic Utility

Panel A: Constant Returns to Scale

Pre-tax Inc. Post-Tax Inc. Marginal Tax Rate Social Welfare

p10 10,886 35,717 44.18% 5.84
p25 19,384 40,327 46.98% 5.94
p50 36,934 49,376 49.49% 6.11
p75 70,910 66,202 51.14% 6.37
p90 129,070 94,321 52.05% 6.69

p90/p10 11.85 2.64 1.178 1.14
Intercept 0 29,027
Intercept/Avg. 0 47.19%

Panel B: Increasing Returns to Scale

Pre-tax Inc. Post-Tax Inc. Marginal Tax Rate Social Welfare

p10 12,110 32,821 32.86% 5.91
p25 21,627 39,059 35.61% 6.05
p50 41,461 51,609 37.38% 6.29
p75 80,296 75,819 37.65% 6.64
p90 147,434 117,903 37.01% 7.04

p90/p10 12.17 3.59 1.126 1.19
Intercept 0 23,793
Intercept/Avg. 0 34.42%

Notes: Panel A characterizes the income distribution and welfare at the optimum under constant returns to scale
(α = 0), while Panel B considers increasing returns to scale (α = 0.3). Utility is homothetic in both panels (εM−εS =
0). Social welfare is computed as log(u(θ)). The quantitative model and solution algorithm are described in Section
2.



Table 3: Optimal Income and Welfare Distribution, Non-Homothetic Utility and Increasing Returns
to Scale

Panel A: Smaller Non-Homotheticities

Pre-tax Inc. Post-Tax Inc. Marginal Tax Rate Social Welfare

p10 11,853 32,433 32.74% 5.82
p25 21,193 38,558 35.38% 5.97
p50 40,691 50,907 37.24% 6.21
p75 78,746 74,627 37.72% 6.55
p90 144,521 115,740 37.35% 6.96

p90/p10 12.19 3.56 1.141 1.19
Intercept 0 23,510
Intercept/Avg. 0 34.87%

Panel B: Larger Non-Homotheticities

Pre-tax Inc. Post-Tax Inc. Marginal Tax Rate Welfare

p10 11,896 32,669 30.17% 5.75
p25 21,354 39,087 33.20% 5.91
p50 41,242 52,017 35.89% 6.18
p75 80,317 76,562 37.89% 6.55
p90 147,261 117,733 38.80% 6.99

p90/p10 12.24 3.55 1.286 1.20
Intercept 0 23,625
Intercept/Avg. 0 34.42%

Notes: Panel A characterizes the income distribution and welfare at the optimum under smaller non-homotheticities
(εM − εS = −0.5), while Panel B considers stronger non-homotheticities (εM − εS = −4.5). There are increasing
returns to scale (α = 0.3) in both cases. Social welfare is computed as log(u(θ)). The quantitative model and solution
algorithm are described in Section 2.
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Figure A1: Local Pareto Shape Parameters by Income
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Notes: The figure reports the local Pareto shape parameter of the income distribution λ(z∗) = −
(

1 + z∗π′(z∗)
π(z)

)
at

each income percentile. The data is taken from Hendren (2017).

Figure A2: Estimated Skill Distribution, p5-p95

Notes: This figure reports the estimated lognormal-Pareto distribution of agents’ skills. The estimation procedure is
described in Section 3.2.



Figure A3: Price Convergence with Homotheticities and Increasing Returns to Scale

Notes: This figure reports the convergence of the price level when solving the planner’s problem under homotheticities
(εM − εS = 0) and increasing returns to scale (α = 0.3). The quantitative model and solution algorithm are described
in Section 2.

Table A1: Optimal Income and Welfare Distribution, Non-Homothetic Utility and Increasing Re-
turns to Scale, Intermediate Case

Pre-tax Inc. Post-Tax Inc. Marginal Tax Rate Welfare

p10 11,896 32,707 31.48% 5.78
p25 21,287 38,960 34.58% 5.94
p50 40,964 51,526 36.90% 6.19
p75 79,520 75,534 38.08% 6.55
p90 145,648 116,229 38.78% 6.97

p90/p10 12.24 3.55 1.232 1.20
Intercept 0 23,625
Intercept/Avg. 0 35.33%

Notes: The figure characterizes the income distribution and welfare at the optimum for an intermediate case for
non-homotheticities (εM − εS = −3.5), with increasing returns to scale (α = 0.3). Social welfare is computed as
log(u(θ)). The quantitative model and solution algorithm are described in Section 2.
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